Ml05-06 Quiz, ACCT 426/BUDA 451, Spring 2026, Dr. Garrett, WVU
Name: ____________________________
	Id
	State
	Sales (thousands)
	Advertising Budget
	Advertising Staff Salary
	Support Staff Count

	0
	CA
	1,000
	$893
	1,000
	1 or 2

	1
	NaN/Null
	2,300
	$200,292
	200,000
	2

	2
	WV
	20,000
	$999,281
	1,000,000
	10

	…100 more rows omitted



1. Your goal is to predict sales. List potential issues and resolutions for the table above.

ID should not be used, as it is a key field.
State should be turned into a 0/1 hot encoded field for each state. Nulls can be imputed.
Ad Budget and Salary are too highly correlated. One should be dropped.
Support staff is a text field.
Turn all $ numbers into thousands for clarity.


2. Bob uses OLS and comes up with the below model. Critique it.
Formula:   Sales = Advertising Budget + Advertising Staff Salary + Support Staff Count
Adjusted R2 is 0.385 and RSME is $453.
Advertising Budget has a coefficient of -0.028 and p = 0.04 
Advertising Staff Salary has a coefficient of 0.34 and p = 0.000
Support Staff Count has a coefficient of 0.78 and p=0.06

The overall model appears to acceptable, but should be re-run without one of the Ad budget / staff salary fields. Support staff p value is probably too high to be included in the model for a dataset with 1,000 rows.


Full AI Analysis


ML05–06 Quiz — Answer Key
ACCT 426 / BUDA 451 – Spring 2026 – WVU

1. Data Issues and Potential Resolutions
When preparing a dataset to predict Sales, several data quality and modeling issues are visible in the table.
Missing Values
Issue
· State contains NaN/Null.
· Support Staff Count contains Unknown.
Why it matters
· Machine learning models typically cannot process missing categorical or numeric values directly.
Possible Resolutions
· Impute missing values
· Mode for categorical variables (State)
· Median/mean for numeric values (Support Staff Count)
· Remove rows with missing critical predictors.
· Encode "Unknown" as missing (NA) and treat consistently.

Mixed Data Types
Issue
· Advertising Budget is formatted with $ and commas.
· Other columns appear numeric.
Why it matters
· Currency formatting prevents numeric computation.
Resolution
· Clean and convert to numeric:
$893 → 893
$200,292 → 200292

Unit Inconsistency
Issue
· Sales is listed as thousands, while other variables appear in raw dollars.
Example:
Sales = 1,000 (thousands)
Advertising Budget = $893
Why it matters
· Scale mismatch can distort coefficient interpretation.
Resolution
· Convert variables to consistent units:
Options:
· Convert Sales to dollars
· Convert other monetary variables to thousands

Outliers / Extreme Values
Issue
Large differences across rows:
Example:
Advertising Budget
$893 vs $999,281
Why it matters
· Extreme values may dominate the regression.
Resolution
· Check distribution
· Winsorize or transform variables (log transform)
· Investigate data entry errors

Feature Engineering Opportunities
Issue
Some predictors may be redundant or poorly structured.
Examples:
· Advertising Budget
· Advertising Staff Salary
· Support Staff Count
These may represent similar underlying constructs.
Resolution
Possible derived features:
· Total advertising spend
Total Ad Spend = Advertising Budget + Advertising Staff Salary
· Staff productivity metrics
· Per-employee advertising metrics

Categorical Variable Not Encoded
Issue
State is categorical.
Why it matters
OLS requires numeric inputs.
Resolution
Encode using:
· One-hot encoding
· State groupings (region)

2. Critique of Bob's OLS Model
Model:
Sales = Advertising Budget + Advertising Staff Salary + Support Staff Count
Adjusted R² = 0.385
RMSE = $453

Model Fit
Adjusted R² = 0.385
Interpretation:
· The model explains 38.5% of the variance in sales.
· This indicates moderate explanatory power, but a large portion of variation remains unexplained.
Implication:
· Important predictors may be missing.
Examples:
· Market size
· State / region
· Competition
· Product mix

RMSE
RMSE = $453
Interpretation depends on unit scale.
If Sales are in thousands, then:
Prediction error ≈ $453,000
This is potentially large relative to sales, suggesting weak predictive performance.

Coefficient Interpretation
Advertising Budget
Coefficient: -0.028
p = 0.04
Interpretation:
· Statistically significant at the 5% level.
· However, the negative sign is suspicious.
Possible explanations:
· Multicollinearity
· Poor scaling
· Endogeneity
· Measurement issues
Example interpretation (if literal):
Increasing advertising budget decreases sales
This is economically questionable.

Advertising Staff Salary
Coefficient: 0.34
p = 0.000
Interpretation:
· Strong statistical significance.
· Positive relationship with sales.
Possible interpretation:
Higher advertising staffing investment increases sales.
However, it may also proxy for firm size.

Support Staff Count
Coefficient: 0.78
p = 0.06
Interpretation:
· Marginal significance (not significant at 5%).
· Possibly significant at 10%.
Implication:
· Evidence for impact is weak.

Multicollinearity Risk
Advertising Budget and Advertising Staff Salary may be correlated.
Example:
Large firms:
  higher ad budgets
  more ad staff
Effects:
· Inflated standard errors
· Unstable coefficients
· Sign reversals (possible reason for negative budget coefficient)
Diagnosis methods:
· Variance Inflation Factor (VIF)
· Correlation matrix

Model Specification Concerns
Several variables are missing:
Possible omitted variables:
· Region or State
· Population size
· Market competition
· Number of stores
· Product categories
Omitted variables may bias coefficients.

Scaling Issues
Variables appear to have very different magnitudes.
Example:
Support Staff Count: ~10
Advertising Salary: ~200,000
Effects:
· Harder coefficient interpretation
· Numerical instability
Possible solutions:
· Standardization
· Log transforms

Overall Evaluation
The model has several weaknesses:
1. Moderate explanatory power
2. Suspicious coefficient signs
3. Possible multicollinearity
4. Missing important predictors
5. Potential scaling and data cleaning issues
A better approach would include:
· Data cleaning
· Feature engineering
· Multicollinearity diagnostics
· Possibly regularized regression (Ridge/Lasso)
· Validation with train/test split

If helpful, I can also produce a shorter grading rubric version (5–6 bullet points) that is easier to grade quickly for exams.

